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	Architecture Review Paper
DesignBank embodies a decade of lessons learned from pioneers in the industry regarding repository development and deployment. DesignBank represents a significant evolution in Repository thinking. Process ? engineered processes of software development complete with quality control. Therefore, unlike any comparable repository in terms of features, architectures and positioning to the future of engineered organizations, DesignBank lets you concentrate on what software to build rather than how to build it.
DesignBank also had the fortune of being conceived and implemented in the midst of several important developments that impacted its eventual architecture:
· World Wide Web as an important method of connecting customers to information 

· Tools for binding relational database information to web pages 

· Internet security mechanisms such as certificates 

· Intranet as a widespread distribution mechanism for information and artifacts 

· Object oriented applications development revolution with widespread availability of modeling tools and development environments from the very start. 

· Third party components for incorporation into user interface designs and internet services delivery 

· Platform independent relational services both as standards and as object services from third party vendors 

· Microsoft Repository - An engine available for experimentation by a wide range of developers 

· Traditional repository vendors consolidate - mergers and acquisitions in the repository arena 

· The realization that metadata was an important ingredient of the Data Warehouse and the support for metadata catalogs in data warehouse technology 

· The tremendous increase in complexity of software application development with the emergence of technician/specialists as certified alternatives to generalists typically with advanced degrees. 

· Decrease of skilled application development personnel 

· Increased reliance on tools and automation for rows 4 and 5 of the Zachman Framework 


Increasingly integrated application development suites from software development tool giants such as Microsoft, providing increasing levels of integration of design objects across rows 4 and 5 of the Zachman Framework
Without the need to support a broad base of traditional dictionary/repository customers and without the boundaries of conventional thinking, DesignBank architects had the freedom to build an architecture that reflected the way enterprises are doing business today. We incorporated trends in software development that will demand that software enterprises run more as engineering organizations.
The repository architectures of the 1980s and early to mid 1990s have offered many lessons learned. DesignBank incorporates some of the following lessons:

Focus on the Models and then the Model Objects
In the past the spotlight was on managing instances of the metamodel in the repository without paying attention to the significance of a collection of instances as an item with a life of its own that was visible to the user as a single unit. Specifically, DesignBank manages models first and the objects they contain next in order of priority. DesignBank embraces the concept of the design artifact or "Package" as the unit of configuration control and management inside the repository.

Keep the original artifact!
The repository strategy recommended in the past was to use the repository as a central store, often discarding or ignoring the physical model files that actually created the repository data in the first place. The burden was then placed on repository generation facilities (with varying degrees of success) to "re-assemble" and deliver the original model or a new incarnation based on changes made directly into the repository. The assumption (by implication) was that the repository would implement the exact design rules that were imposed by the original design tool. DesignBank preserves and configuration manages the original design files to allow for changes to be applied using the native design tool on the native design file.

Provide rich documentation capabilities
Earlier repository strategies relied on the use of database fields within the repository and user interface screens to allow users to supply descriptive and other information for documenting repository items. The availability and scope of these documentation facilities were primarily limited to that supplied by the repository vendor. The extensibility capabilities of the repository simply delivered more fields and user interface screens without actually changing the paradigm through which repository items could be documented. DesignBank's architecture is based on the philosophy that repository artifacts can be documented by arbitrary structured or unstructured documents from detailed text glossaries to presentation slides and briefings. These "attachments" are managed as supporting documents that are part of a DesignBank package and undergo all the control and management steps, to include versioning, that is associated with the artifact that they help support.

Managing only the repository data that you consider significant
Another side-effect of the earlier repository approach of completely extracting "every" item from a model and then placing the burden on the repository to "reconstitute" the model was the need for detailed extraction of every item of model information. This had to be performed as the design file that contained the information originally would never be reliably available in the future. With DesignBank's approach to managing the model's original design file also inside the repository, this excruciatingly detailed extraction is unnecessary. The original design file is always available to the repository. Instead the extraction can be restricted to objects in the model that are deemed to be "critical" to the enterprise. Criteria such as need to standardize (data administration candidates), need to analyze impact (impact analysis candidates), need to browse (browsing starting points) can be used to determine which subset of the metamodel needs to be implemented in the repository information model. This allows for judicious application of the 80-20 rule to expensive operations such as extracting design objects from design files and the consequent dollar and time investments in managing them and their relationships through the life of the model. This has resulted in dramatic reductions in repository load time (from several hours to a few minutes for models with several hundreds of entities).

An Artifact Management Repository Application is not a Repository Engine ? It uses a repository Engine
A significant effort in the past was on developing the repository engine and tuning its performance. With this focus on the mechanics of ensuring repository performance, not enough emphasis was placed on setting up the organizational workflow structures that would make the use of the repository the key focus. With DesignBank the architecture's focus is to provide a flexible workflow management layer and support for organizational initiatives such as change management, quality control, controlled release of models from production and enforcement of stewardships and responsibility. DesignBank's architecture is based on the belief that the repository engine itself would become a commodity product from a vendor who had the wherewithal to focus on the issues of concurrent users, scaling of performance, decreasing the size of footprint of the engine, efficient data management, etc. The repository engine vendor could provide this at a low unit price to a very large volume of customers.
In its first implementation DesignBank was built on top of Manager Software Product's Open Workgroup Repository (OWR) engine, accessing the underlying IRDS compatible repository engine through API calls. Due to the many layers that the repository engine placed between the service API and the relational database management systems (RDBMS) storage system we encountered unacceptably long loading/extraction times for models. DesignBank shifted to direct access of relational database storage by dispensing with the IRDS command interfaces and substituting a rugged multi-user relational database transaction management system. At all times there was a clear insulation between the DesignBank application services (configuration management, lifecycle support, user security, etc) from the DesignBank information model, the DesignBank package file services, the DesignBank repository object services, and the repository engine services. This architectural strategy of DesignBank has been borne out with the announcement of the first and then rapidly the second version of a repository engine from Microsoft that offers repository object management services. The DesignBank architectural components for DesignBank application services, DesignBank information model, DesignBank package file services and DesignBank repository object services are layers that are not offered by the Microsoft engine. Using an analogy to the well-understood RDBMS world, the RDBMS engine vendor is not supplying the database schema, the OLTP mechanism, the user interfaces, the business rules and the validations for a payroll application. The DesignBank system is an artifact management application that uses the repository engine for object management services but must still provide other essential ingredients like business rules, transaction management, multi-user operation, security, and web services. The repository engine is a small but essential component of this system.

RDBMS continues to be the viable storage medium of choice!
There has been a lot of encouragement for repository vendors to use object oriented database systems (OODBMS). IBM Corporation has tried the use of the ObjectStore OODBMS from ODI as the storage mechanism for their LAN based repository. The Microsoft repository however uses Jet and Microsoft SQL Server, both relational databases as the storage foundation for its repository. Platinum Corporation is porting the Microsoft repository engine to run on non-Microsoft RDBMSs. It is not very clear that OODBMS have matured to the point of offering key features that are essential to the implementation of a repository engine. Such key features are multi-user support, concurrency management, distributed operations, scaling of performance as storage and users multiply, standards for common access, portability, and availability of tools that can access stored data in native format without requiring application managed access. DesignBank's architecture uses an object oriented software implementation for the DesignBank application both at the client and the server. DesignBank uses an object relational translation to perform object storage inside a RDBMS. This offers customers a variety of data access mechanisms for the underlying repository storage without recourse to using DesignBank APIs for every little report of query. This also allows customers use of the tremendous base of third party RDBMS based query and reporting tools as well as to seamlessly integrate relational-web interface mechanisms such as Microsoft's Active Server Pages (ASP) and CGI Scripts. Customers can also to take advantage of the tremendous availability of RDBMS expertise. With the layering of DesignBank's architecture, it is possible to insulate the design of DesignBank from the way its storage is managed.

DesignBank's Information Model
DesignBank's Information Model is comprised of the following major sections:
Package Management
The package management section of the information model primarily supports the operation of DesignBank's transactions. This includes all of the supported operations that are visible to the user as well as internal operations that are necessary to keep DesignBank information validated, consistent and up to date. The package management information model treats all artifacts as packages that are comprised of design files and attachments that document and amplify the information contained in design files. The package management information model is sufficient to run DesignBank in its entirety as an artifact management system of design files that are black boxes. This includes query on the metadata of the package that has been supplied by users during the process of checking packages into DesignBank as well as audit trails and comments generated as a consequence of DesignBank's operations. What the package management information does not support, is the ability to retrieve packages based on the internals of the design files. The internals or contents of the design files are stored in a structured manner governed by the repository object management information model.
Repository Object Management
As stated earlier, DesignBank's operations are entirely supported by the package management information model. However, to go beyond supporting user needs to simply browse package level metadata, DesignBank goes further and extracts the information inside the artifacts/models and stores them in a manner similar to other repositories, as repository instances. These repository instances are tied to the original packages that they were derived from and the files that were used for the extraction are retained and configuration managed. The extraction of model objects therefore allows DesignBank to support user queries that specify search criteria based on the contents of models as well as to provide web browsable services on the internals of models. DesignBank's repository object management currently supports diverse modeling methodology standards in data, process, project, and network.
Enterprise Architecture Planning
Another component of DesignBank's information model is dedicated to managing instances of enterprise architecture resources. The scope of this model is currently defined using the Enterprise Architecture Planning methodology practiced by many major organizations. EAP has its roots in IBM's Business Systems Planning (BSP) and also incorporates other enterprise level information systems planning methodologies that gained usage over the years.
DoD 8320 Data Standardization
To explore the concepts of data standardization, DesignBank has also implemented, as part of the information model, a rendering of the metamodel of the leading data standardization effort, the Department of Defense (DoD) 8320. This component of the model incorporates the vocabulary and instances of the DoD 8320 especially as it relates to the standardization of logical and physical data models. The dictionary that manages the collection and management of the DoD 8320 is an evolving effort for establishing a standardization facility that can accept managed models from DesignBank. The integration of these two would perform the data standardization activity with its attendant search, association of items with data standards, proposal process up the chain of data administration and ultimate disposition in terms of approval, rejection or modifications. The DoD 8320 data standardization component of the DesignBank information model is a forerunner for other standardization metamodels in the areas of processes, object and classes which are relatively less well understood (the DoD 8320 is reaching 10 years of existence).
Integration relationships between all of the above
DesignBank makes a clear separation between artifacts that are "pure", created as a result of a single tool, and a group of related work activities created as a result of establishing associations between the objects of two or more "pure artifacts". Pure artifacts are easier to manage because of the nature of their creation and the nature of the homogenous skills that are inherent to the people who create them. Integration demands a level of cross functional skills and human judgement and decision making to be able to set up the associations that are required to "bridge the seams" between artifacts. This is also an onerous task in terms of sheer numbers of artifacts as well as the sheer number of objects contained within each artifact. For example, the single enterprise logical model of a US Air Force major command contained over 900 entities and 2500 attributes. The information model is therefore very selective in the inclusion of integration relationships that must be established. Decisions to establish these relationships are made on a case by case basis with each implementing organization because of the maintenance burden and specialized tool sets that it involves.

Architected Internet Enablement
Traditional repositories have not had the luxury of starting operations in the middle of the Internet revolution. They have had to bolt on web access utilities to existing repository facilities. With two-tier client server architecture repositories, this meant the addition of separate business rules into an Internet server application that may conflict with the client rules on the thin clients or the database engine (for example, stored procedures and triggers). In addition, Internet security has to be addressed as a separate item because it is not cleanly integrated with the security services of the client server operations. DesignBank, with its transaction oriented architecture and data driven specifications, is ideally suited for Internet delivery of repository information. In fact the user management of Internet clients is tied to the same security management as the DesignBank client server interfaces. The web server application is an integral part of DesignBank's architecture.

Architected Electronic Mail Enablement
In the same vein as the Internet, the electronic mail revolution is here to stay. Any GroupWare or group enabled application must embed the hooks needed to distribute the results of operations as well as work products electronically, based on events that are deemed significant within the workflow. The DesignBank architecture incorporates an event signaling and notification mechanism into its architecture. As a result, significant operations can be signaled as notification items for specified users and notification can automatically occur using the customer's existing electronic mail infrastructure. With the clear separation that DesignBank makes between the task of artifact management, the attendant notification needs and the repository management of objects and their attendant notification needs, it is possible to uniformly separate process management workflow needs from dictionary management workflow needs.

The Sausage and the Pig and the Cow and the Pig
"Best of breed" CASE tools, availability of many breeds of CASE tools, and the purchase of a variety of CASE tools by organizations in the 1980s caused many repository vendors to concentrate on the transformation of designs from one CASE tool to another as a primary need for a repository. Coupled with the repository practice of extracting every object from a design and then discarding the original artifact, the cry was "I give you the sausage, give me back the pig!" and "Here's the cow, give me the pig!". With great difficulty repository vendors tried to comply. With varying degrees of success they extracted display and graphics information in hopes of converting model layouts in one system to model layouts in another. They also tried to convert objects from one methodology to another, defaulted values that were not available, sometimes truncating fields that were too long and supplied integrity constraints when there were none. Then they hoped and prayed that all would work out. Sometimes, however, the result was humorous.
What was missing was a very important point: Artifacts that are created by experienced modelers and designers incorporate the idiosyncrasies of the tools that are used to create them. The artifact in its original form as an arrangement of objects has more meaning than the repository can extract. By discarding the original artifact and using the repository rendering of the artifact's contents, organizations were moving from facts to hearsay. The fidelity of conversion given the lack of adherence to standards by tool vendors, the lack of standard modeling practices by modelers and the lack of organizational semantics standards are questionable. In the 1990s there was a significant consolidation of the modeling methodologies, standards and tools and the emergence of less divergence. DesignBank’s architecture recognizes this shift in perception. DesignBank's information model is based on methodology standards not tool or vendor standards. DesignBank preserves the original artifacts as created by original tools. DesignBank relies on the original tool vendor's conversion facilities for directly converting a model with the belief that market forces will prevail for the vendor to perform a much better job of the conversion than a repository vendor can hope to achieve.

Data Dictionary Services
Almost all current commercial repositories have evolved from data dictionaries to different levels of sophistication. The architecture of a data dictionary based repository mirrors the strong focus on data administration needs. With the later part of the 1990s bringing a realization that the enterprise architecture is the driving focus for the data architecture, these repositories have to make a leap from supporting extensibility and bolting on enterprise related concepts to embracing the enterprise architecture artifacts. Supporting the enterprise architecture artifacts includes analysis and design models and data dictionary management as an integral part of the architecture. DesignBank's architecture differentiates the model management from the exercise of validating model compliance to standards to the propagation of data standards during the model construction process.   In addition, traditional dictionary synchronization measures of synchronizing the repository with the catalogs or internal table management mechanisms of databases have not been sufficient to provide a model level view of the databases. Organizations have resorted to reverse engineering databases to understand their schemas instead of viewing them through the portholes of their tables and columns. The whole is larger than the sum of the parts. DesignBank's architecture reflects this focus on the schema as a unit of artifact management ? from the perspective of understanding a system implementation through the window of its artifacts. With the technology revolutions of Data Warehousing and Y2K compliance, many tool vendors incorporate and deliver sophisticated reverse engineering capabilities as part of their standard products.
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